RELATIONAL
ALGEBRA
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CHAPTER 6

LECTURE OUTLINE
 Unary Relational Operations: SELECT and PROJECT
 Relational Algebra Operations from Set Theory
 Binary Relational Operations: JOIN and DIVISION
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 Query Trees

THE RELATIONAL ALGEBRA
 Relational algebra
• Basic set of operations for the relational model
• Similar to algebra that operates on numbers
• Operands and results are relations instead of numbers

 Relational algebra expression
• Composition of relational algebra operations
• Possible because of closure property
 Model for SQL
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• Explain semantics formally
• Basis for implementations
• Fundamental to query optimization

SELECT OPERATOR
 Unary operator (one relation as operand)
 Returns subset of the tuples from a relation that satisfies a selection
condition:
𝜎<𝑠𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛> 𝑅
where <selection condition>
• may have Boolean conditions AND, OR, and NOT
• has clauses of the form:
<attribute name> <comparison op> <constant value>
or

<attribute name> <comparison op> <attribute name>
 Applied independently to each individual tuple t in operand
• Tuple selected iff condition evaluates to TRUE
OR (𝐷𝑛𝑜=5 AND 𝑆𝑎𝑙𝑎𝑟𝑦>30000)

EMPLOYEE
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 Example:
𝜎 𝐷𝑛𝑜=4 AND 𝑆𝑎𝑙𝑎𝑟𝑦>2500

SELECT OPERATOR (CONT’D.)
 Do not confuse this with SQL’s SELECT statement!
 Correspondence
• Relational algebra
𝜎<𝑠𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛> 𝑅

• SQL
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SELECT *
FROM R
WHERE <selection condition>

SELECT OPERATOR PROPERTIES
 Relational model is set-based (no duplicate tuples)
• Relation R has no duplicates, therefore selection cannot produce
duplicates.
 Equivalences
𝜎𝐶2 𝜎𝐶1 (𝑅) = 𝜎𝐶1 𝜎𝐶2 (𝑅)
𝜎𝐶2 𝜎𝐶1 (𝑅) = 𝜎𝐶1 AND 𝐶2 (𝑅)
 Selectivity

6

• Fraction of tuples selected by a selection condition
𝜎𝐶 (𝑅)
𝑅

WHAT IS THE EQUIVALENT
RELATIONAL ALGEBRA EXPRESSION?
Employee

ID

Name

S

Dept

JobType

12

Chen

F

CS

Faculty

13

Wang

M

MATH

Secretary

14

Lin

F

CS

Technician

15

Liu

M

ECE

Faculty
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SELECT *
FROM
Employee
WHERE JobType = 'Faculty';

PROJECT OPERATOR
 Unary operator (one relation as operand)
 Keeps specified attributes and discards the others:
𝜋<𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝑙𝑖𝑠𝑡> 𝑅
 Duplicate elimination
• Result of PROJECT operation is a set of distinct tuples
 Example:
𝜋𝐹𝑛𝑎𝑚𝑒,𝐿𝑛𝑎𝑚𝑒,𝐴𝑑𝑑𝑟𝑒𝑠𝑠,𝑆𝑎𝑙𝑎𝑟𝑦 EMPLOYEE
 Correspondence
• Relational algebra
𝜋<𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝑙𝑖𝑠𝑡> 𝑅

• SQL
SELECT DISTINCT <attribute list>
FROM R
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• Note the need for DISTINCT in SQL

PROJECT OPERATOR PROPERTIES
 𝜋𝐿 𝑅 is defined only when L  attr (R )
 Equivalences
𝜋𝐿2 𝜋𝐿1 (𝑅) = 𝜋𝐿2 (𝑅)
𝜋𝐿 𝜎𝐶 (𝑅) = 𝜎𝐶 𝜋𝐿 (𝑅)
… as long as all attributes used by C are in L
 Degree
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• Number of attributes in projected attribute list

WHAT IS THE EQUIVALENT
RELATIONAL ALGEBRA EXPRESSION?
Employee

ID

Name

S

Dept

JobType

12

Chen

F

CS

Faculty

13

Wang

M

MATH

Secretary

14

Lin

F

CS

Technician

15

Liu

M

ECE

Faculty
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SELECT DISTINCT Name, S, Department
FROM
Employee
WHERE JobType = 'Faculty';

WORKING WITH LONG EXPRESSIONS
 Sometimes easier to write expressions a piece at a time
• Incremental development
• Documentation of steps involved
 Consider in-line expression:
𝜋Fname,Lname,Salary 𝜎Dno=5 (EMPLOYEE)
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 Equivalent sequence of operations:
DEP5_EMPS ← 𝜎Dno=5 EMPLOYEE
RESULT ← 𝜋Fname,Lname,Salary DEP5_EMPS

OPERATORS FROM SET THEORY
 Merge the elements of two sets in various ways
• Binary operators
• Relations must have the same types of tuples (union-compatible)
 UNION
• R∪S
• Includes all tuples that are either in R or in S or in both R and S
• Duplicate tuples eliminated
 INTERSECTION

• R∩S
• Includes all tuples that are in both R and S
 DIFFERENCE (or MINUS)
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• R–S
• Includes all tuples that are in R but not in S

CROSS PRODUCT OPERATOR
 Binary operator
 aka CARTESIAN PRODUCT or CROSS JOIN
 R×S
• Attributes of result is union of attributes in operands
• deg(R × S) = deg(R) + deg(S)

• Tuples in result are all combinations of tuples in operands
• |R × S| = |R| * |S|

 Relations do not have to be union compatible
 Often followed by a selection that matches values of attributes
dept

cnum

instructor term

name

major

dept

cnum

instructor term

name

major

CS

338

Jones

Spring

Ashley

CS

CS

338

Jones

Spring

Ashley

CS

CS

330

Smith

Winter

Lee

STATS

CS

330

Smith

Winter

Ashley

CS

STATS

330

Wong

Winter

STATS

330

Wong

Winter

Ashley

CS

CS

338

Jones

Spring

Lee

STATS

CS

330

Smith

Winter

Lee

STATS

STATS

330

Wong

Winter

Lee

STATS

 What if both operands have an attribute with the same name?
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Course  TA

TA

Course

RENAMING RELATIONS & ATTRIBUTES
 Unary RENAME operator
• Rename relation

Student

𝜌𝑆 𝑅
• Rename attributes
𝜌(𝐵1,𝐵2,…𝐵𝑛) 𝑅
• Rename relation and its attributes
𝜌𝑆(𝐵1,𝐵2,…,𝐵𝑛) 𝑅

name

year

Ashley

4

Lee

3

Dana

1

Jo

1

Jaden

2

Billie

3

 Example: pairing upper year students with freshmen
× 𝜎year=1 Student
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𝜌Mentor(senior,class) 𝜎year>2 Student

JOIN OPERATOR
 Binary operator
 R ⋈<𝑗𝑜𝑖𝑛 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛> S
where join condition is a Boolean expression involving attributes
from both operand relations
 Like cross product, combine tuples from two relations into single
“longer” tuples, but only those that satisfy matching condition
• Formally, a combination of cross product and select
𝑅 ⋈<𝑗𝑜𝑖𝑛 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛> 𝑆 = 𝜎<𝑗𝑜𝑖𝑛 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛> 𝑅 × 𝑆
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 aka -join or inner join
• Join condition expressed as A  B, where   {=,,>,,<,}
• as opposed to outer joins, which will be explained later

JOIN OPERATOR (CONT’D.)
 Examples:
• What are the names and salaries of all department managers?
𝜋Fname,Lname,Salary DEPARTMENT ⋈𝑀𝑔𝑟_𝑠𝑠𝑛=𝑆𝑠𝑛 EMPLOYEE
• Who can TA courses offered by their own department?
Course

Course ⋈dept=major TA

TA

dept

cnum

instructor term

name

major

dept

cnum

instructor term

name

major

CS

338

Jones

Spring

Ashley

CS

CS

338

Jones

Spring

Ashley

CS

Lee

STATS

CS

330

Smith

Winter

Ashley

CS

STATS

330

Wong

Winter

Lee

STATS

CS

330

Smith

Winter

STATS

330

Wong

Winter

 Join selectivity
• Fraction of number tuples in result over maximum possible
|R ⋈𝐶 S|
|R| ∗ |S|
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 Common case (as in examples above): equijoin

NATURAL JOIN
 R ⋈S
• No join condition
• Equijoin on attributes having identical names followed by projection
to remove duplicate (superfluous) attributes
 Very common case
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• Often attribute(s) in foreign keys have identical name(s) to the
corresponding primary keys

NATURAL JOIN EXAMPLE
Who has taken a course taught by Anderson?
Acourses ← 𝜎Instructor=′Anderson′ SECTION
𝜋Name,Course_number,Semester,Year STUDENT⋈GRADE_REPORT⋈Acourses
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DIVISION OPERATOR
 Binary operator
 R÷S
• Attributes of S must be a subset of the attributes of R
• attr(R ÷ S) = attr(R) – attr(S)
• t tuple in (R ÷ S) iff (t × S) is a subset of R
 Used to answer questions involving all
• e.g., Which employees work on all the critical projects?
Works(enum,pnum)
Works
enum
E35
E45
E35
E52
E52
E45
E35

pnum
P10
P15
P12
P15
P17
P10
P15

Critical
pnum
P15
P10

Critical(pnum)
Works ÷ Critical
enum
E45
E35

(Works ÷ Critical) × Critical
enum
pnum
E45
P15
E45
P10
E35
P15
E35
P10
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 “Inverse” of cross product

 Select

𝜎<𝑠𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛> 𝑅

 Project

𝜋<𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒 𝑙𝑖𝑠𝑡> 𝑅

 Rename

𝜌<𝑛𝑒𝑤 𝑠𝑐ℎ𝑒𝑚𝑎> 𝑅

 Union

𝑅∪𝑆

 Intersection

𝑅∩𝑆

 Difference

𝑅−𝑆

 Cross product

𝑅×𝑆

 Join

R ⋈<𝑗𝑜𝑖𝑛 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛> 𝑆

 Natural join

𝑅⋈𝑆

 Division

𝑅÷𝑆
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REVIEW OF OPERATORS

COMPLETE SET OF OPERATIONS
 Some operators can be expressed in terms of others
• e.g., 𝑅 ∩ 𝑆 = 𝑅 ∪ S −

𝑅−𝑆 ∪ 𝑆−𝑅

 Set of relational algebra operations {σ, π, ∪, ρ, –, ×} is complete

where Y are attributes in R and not in S
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• Other four relational algebra operation can be expressed as a
sequence of operations from this set.
1. Intersection, as above
2. Join is cross product followed by select, as noted earlier
3. Natural join is rename followed by join followed by project
4. Division: 𝑅 ÷ 𝑆 = 𝜋𝑌 𝑅 − 𝜋𝑌 𝜋𝑌 𝑅 ×𝑆 − 𝑅

NOTATION FOR QUERY TREES
 Representation for computation
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• cf. arithmetic trees for arithmetic computations
• Leaf nodes are base relations
• Internal nodes are relational algebra operations
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SAMPLE QUERIES

LECTURE SUMMARY
 Relational algebra
• Language for relational model of data
• Collection of unary and binary operators
• Retrieval queries only, no updates
 Notations
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• Inline
• Sequence of assignments
• Operator tree

ECS-165A WQ’11
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9. Transaction Processing Concepts
Goals: Understand the basic properties of a transaction and
learn the concepts underlying transaction processing as well as
the concurrent executions of transactions.
A transaction is a unit of a program execution that accesses and
possibly modifies various data objects (tuples, relations).
DBMS has to maintain the following properties of transactions:

• Atomicity: A transaction is an atomic unit of processing, and
it either has to be performed in its entirety or not at all.
• Consistency: A successful execution of a transaction must take
a consistent database state to a (new) consistent database
state. (; integrity constraints)
• Isolation: A transaction must not make its modifications
visible to other transactions until it is committed, i.e.,
each transaction is unaware of other transactions executing
concurrently in the system. (; concurrency control)
• Durability: Once a transaction has committed its changes,
these changes must never get lost due to subsequent (system)
failures. (; recovery)

Dept. of Computer Science

UC Davis

9. Transaction Processing Concepts

ECS-165A WQ’11

165

Model used for representing database modifications of a
transaction:

• read(A,x): assign value of database object A to variable x;
• write(x,A): write value of variable x to database object A

Example of a Transaction T
read(A,x)
x := x - 200
write(x,A)
read(B,y)
y := y + 100
write(y,B)

Transaction Schedule reflects
chronological order of operations

Main focus here: Maintaining isolation in the presence of
multiple, concurrent user transactions
Goal: “Synchronization” of transactions; allowing concurrency
(instead of insisting on a strict serial transaction execution,
i.e., process complete T1, then T2, then T3 etc.)

; increase the throughput of the system,
; minimize response time for each transaction

Problems that can occur for certain transaction schedules without
appropriate concurrency control mechanisms:

Dept. of Computer Science

UC Davis
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Lost Update
Time
1
2
3
4
5
6
7
8

Transaction T1
read(A,x)
x:=x+200

Transaction T2

read(A,y)
y:=y+100
write(x,A)
write(y,A)
commit
commit

The update performed by T1 gets lost; possible solution: T1
locks/unlocks database object A
=⇒ T2 cannot read A while A is modified by T1
Dirty Read
Time
1
2
3
4
5
6

Transaction T1
read(A,x)
x:=x+100
write(x,A)

Transaction T2

read(A,y)
write(y,B)
rollback

T1 modifies db object, and then the transactionT1 fails for some
reason. Meanwhile the modified db object, however, has been
accessed by another transaction T2. Thus T2 has read data that
“never existed”.
Dept. of Computer Science
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Inconsistent Analysis (Incorrect Summary Problem)
Time
1
2
3
4
5
6
7
8
9
10
11
12

Transaction T1
read(A,y1)

Transaction T2
read(A,x1)
x1 := x1 - 100
write(x1, A)
read(C,x2)
x2 := x2+x1
write(x2,C)
commit

read(B,y2)
read(C,y3)
sum := y1 + y2 + y3
commit

In this schedule, the total computed by T1 is wrong (off by 100).
=⇒ T1 must lock/unlock several db objects

Dept. of Computer Science
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Serializability
DBMS must control concurrent execution of transactions to
ensure read consistency, i.e., to avoid dirty reads etc.

; A (possibly concurrent) schedule S is serializable if it is
equivalent to a serial schedule S 0, i.e., S has the same
result database state as S 0.
How to ensure serializability of concurrent transactions?
Conflicts between operations of two transactions:
Ti
read(A,x)

Tj

Ti
read(A,x)

read(A,y)

write(y,A)

(order does not matter)

Ti
write(x,A)

Tj

(order matters)

Tj

Ti
write(x,A)

read(A,y)

Tj
write(y,A)

(order matters)

(order matters)

A schedule S is serializable with regard to the above conflicts iff
S can be transformed into a serial schedule S’ by a series of swaps
of non-conflicting operations.

Dept. of Computer Science
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Checks for serializability are based on precedence graph that
describes dependencies among concurrent transactions; if the
graph has no cycle, then the transactions are serializable.
; they can be executed concurrently without affecting each
others transaction result.

Concurrency Control: Lock-Based Protocols

• One way to ensure serializability is to require that accesses to
data objects must be done in a mutually exclusive manner.
• Allow transaction to access data object only if it is currently
holding a lock on that object.
• Serializability can be guaranteed using locks in a certain fashion
=⇒ Tests for serializability are redundant !

Types of locks that can be used in a transaction T:

• slock(X): shared-lock (read-lock); no other transaction than
T can write data object X, but they can read X
• xlock(X): exclusive-lock; T can read/write data object X; no
other transaction can read/write X, and
• unlock(X): unlock data object X

Dept. of Computer Science
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Lock-Compatibility Matrix:
requested
lock
slock
xlock

existing lock
slock xlock
OK
No
No
No

E.g., xlock(A) has to wait until all slock(A) have been released.
Using locks in a transaction (lock requirements, LR):

• before each read(X) there is either a xlock(X) or a slock(X)
and no unlock(X) in between
• before each write(X) there is a xlock(X) and no unlock(X)
in between
• a slock(X) can be tightened using a xlock(X)
• after a xlock(X) or a slock(X) sometime an unlock(X) must
occur
But: “Simply setting locks/unlocks is not sufficient”
replace each read(X) → slock(X); read(X); unlock(X), and
write(X) → xlock(X); write(X); unlock(X)

Dept. of Computer Science
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Two-Phase Locking Protocol (TPLP)
A transaction T satisfies the TPLP iff

• after the first unlock(X) no locks xlock(X) or slock(X) occur
• That is, first T obtains locks, but may not release any lock
(growing phase)
and then T may release locks, but may not obtain new locks
(shrinking phase)
Strict Two-Phase Locking Protocol:
All unlocks at the end of the transaction T =⇒ no dirty reads
are possible, i.e., no other transaction can write the (modified)
data objects in case of a rollback of T.

Concurrency Control in PostgreSQL
In PostgreSQL (or Oracle) the user can specify the following locks
on relations and tuples using the command
lock table in <mode> mode;

mode
row share
row exclusive
share
share row exclusive
exclusive
Dept. of Computer Science

=
ˆ
=
ˆ
=
ˆ
=
ˆ
=
ˆ
=
ˆ

tuple level
slock
xlock
—
—
—

UC Davis

relation level
intended slock
intended xlock
slock
sixlock
xlock
9. Transaction Processing Concepts
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The following locks are performed automatically by the scheduler:
select
insert/update/delete
select . . . for update
commit

→
→
→
→

no lock
xlock /row exclusive
slock /row share
releases all locks

PostgreSQL (and Oracle) furthermore provide isolation levels that
can be specified before a transaction by using the command
set transaction isolation level <level>;

• read committed (default):
each query executed by a
transaction sees the data that was committed before the
query (not the transaction!)
(; statement level read consistency)

T1
select A from R
→ old value

T2

update R set A = new
select A from R
→ old value
commit
select A from R
→ new value
Non-repeatable reads (same select statement in TA gives
different results at different times) possible; dirty-reads are
not possible
Dept. of Computer Science
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• serializable: serializable TAs see only those changes that were
committed at the time the TA began, plus own changes.
PostgreSQL generates an error when such a transaction tries to
update or delete data modified by a transaction that commits
after the serializable transaction began.

T1
set transaction isolation
level serializable

T2

set transaction . . .
update R set A = new
where B = 1
commit
update R set A = new
where B = 1
→ ERROR
Dirty-reads and non-repeatable reads are not possible.
Furthermore, this mode guarantees serializability (but does
not provide much parallelism).

Dept. of Computer Science
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Chapter 4
Normalization

1

Data Normalization
• Formal process of decomposing
relations with anomalies to
produce smaller, wellstructured and stable relations
• Primarily a tool to validate and
improve a logical design so that
it satisfies certain constraints
that avoid unnecessary

duplication of data

2

1

Well-Structured Relations
• A relation that contains minimal data redundancy
and allows users to insert, delete, and update rows
without causing data inconsistencies
• Goal is to avoid (minimize) anomalies
– Insertion Anomaly – adding new rows forces user to
create duplicate data
– Deletion Anomaly – deleting a row may cause loss of
other data representing completely different facts
– Modification Anomaly – changing data in a row forces
changes to other rows because of duplication

General rule of thumb: a table should not pertain to
more than one entity type
3

Example – Figure 4.2b

Question – Is this a relation?

Answer – Yes: unique rows and no
multivalued attributes

Question – What’s the primary key?

Answer – Composite: EmpID,
CourseTitle
4

2

Anomalies in this Table
• Insertion – can’t enter a new employee without having
the employee take a class
• Deletion – if we remove employee 140, we lose
information about the existence of a Tax Acc class
• Modification – giving a salary increase to employee
100 forces us to update multiple records
Why do these anomalies exist?
Because there are two themes (entity types – what are they?) in this
one relation (two themes, entity types, were combined). This results
in duplication, and an unnecessary dependency between the entities
5

Figure: 4-22 Steps in Normalization
Table with Multivalued
attributes
First normal
form (1NF)

Remove Multivalued
Attributes

Second normal
form(2NF)
Third normal
form (3NF)
Boyce-Codd normal
form (BC-NF)
Fourth normal
Form (4NF)
Fifth normal
form (5NF)
6

3

First Normal Form (1NF)
•
•
•
•

Only atomic attributes (simple, single-value)
A primary key has been identified
Every relation is in 1NF by definition
1NF example:

Student
StudentId
100

StuName CourseId
Mike
112

CourseName Grade
C++
A

100
101
140

Mike
Susan
Lorenzo

Java
Database
Graphics

111
222
224

B
A
B
7

Figure: 4-22 Steps in Normalization
Table with Multivalued
attributes
First normal
form (1NF)
Second normal
form(2NF)

Remove Multivalued
Attributes
Remove Partial
Dependencies

Third normal
form (3NF)
Boyce-Codd normal
form (BC-NF)
Fourth normal
Form (4NF)
Fifth normal
form (5NF)
8

4

Functional Dependencies
• Functional Dependency: The value of one attribute (the
determinant) determines the value of another attribute.
– AàB reads “Attribute B is functionally dependent on A”
– AàB means if two rows have same value of A they
necessarily have same value of B
– FDs are determined by semantics: You can’t say that a FD
exists just by looking at data. But can say whether it does
not exist by looking at data.

9

Quick Check

•
•
•
•

Id à Name?
Age à Gender?
Name à Id?
Name, Age à Id?

10

5

Functional Dependencies and Keys
• Functional Dependency: The value of one attribute (the
determinant) determines the value of another attribute.
• Candidate Key
– Attribute that uniquely identifies a row in a relation
– Could be a combination of (non-redundant) attributes
– Each non-key field is functionally dependent on every
candidate key

12

Figure 4-23: Representing Functional Dependencies (cont.)

EmpID à

____________________

EmpID, CourseTitle à

____________________

13

6

Practice Exercise #7, page #193

1.
2.
3.

Convert this table to a relation (named PART SUPPLIER) in 1NF
Draw a relational schema for PART SUPPLIER and show the
functional dependencies. Identify a candidate key.
Identify each of the following: an insert anomaly, a delete anomaly, and
a modification anomaly.

14
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7

Second Normal Form (2NF)
• 1NF PLUS every non-key attribute is
fully functionally dependent on the
ENTIRE primary key
– Every non-key attribute must be defined by
the entire key, not by only part of the key
– No partial functional dependencies

16

Functional Dependencies in Student
StudentId

StuName

CourseId

CourseName

Grade

Can represent FDs with arrows as above, or
• StudentId àStuName,
• CourseId à CourseName
• StudentId,CourseId à Grade (and StuName,
CourseName)
Any partial FDs ?
17

8

Functional Dependencies in Student
StudentId

StuName

CourseId

CourseName

Grade

Can represent FDs with arrows as above, or
• StudentId àStuName,
• CourseId à CourseName
• StudentId,CourseId à Grade (and StuName,
CourseName)

Therefore, NOT in 2nd Normal Form!!
18

2NF: Normalizing
• How do we convert the partial dependencies into
normal ones ? By breaking into more tables.
StudentId

StuName

CourseId

CourseName

Grade

• Becomes … (notice above arrows mean functional dependency,
below they mean FK constraints)
StudentId

StuName

StudentId

CourseId

CourseId

CourseName

Grade
19

9

You Try …
SeriesId EpisodeId SeriesTitle EpisodeTitle AiringDate

• List all FDs
• Eliminate partial FDs, if any

20

Figure: 4-22 Steps in Normalization
Table with Multivalued
attributes
First normal
form (1NF)
Second normal
form(2NF)
Third normal
form (3NF)

Remove Multivalued
Attributes
Remove Partial
Dependencies
Remove Transitive
Dependencies

Boyce-Codd normal
form (BC-NF)
Fourth normal
Form (4NF)
Fifth normal
form (5NF)
22
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Third Normal Form
• 2NF and no transitive dependencies
• A transitive dependency is when a non-key
attribute depends on another non-key
attribute
• Note: This is called transitive, because the
primary key is a determinant for another
attribute, which in turn is a determinant for
a third attribute

23

3NF Example
Course

SectNum Classroom

Capacity

• Classroom à Capacity
TRANSITIVE
• Any partial FDs?
NO
• Any transitive FDs?
YES !
• How do we eliminate it?
• By breaking into its own table

25
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3NF Normalization
Course

SectNum Classroom
Classroom

Capacity

27

You Try …
StudentId

ProgramId

StudentName

ProgramName

• Partial FDs? Eliminate, if any.
• Transitive FDs? Eliminate, if any.

28
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Practice Exercise #15, page #196
Insertion anomaly?
Deletion anomaly?
Modification anomaly?

1. Develop a diagram that shows the functional dependencies in the
SHIPMENT relation.
2. In what normal form is SHIPMENT? Why?
3. Convert SHIPMENT to 3NF if necessary. Show the resulting
table(s) with the sample data presented in SHIPMENT.
30

31
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Figure: 4-22 Steps in Normalization
Table with Multivalued
attributes
First normal
form (1NF)
Second normal
form(2NF)
Third normal
form (3NF)
Boyce-Codd normal
form (BC-NF)

Remove Multivalued
Attributes
Remove Partial
Dependencies
Remove Transitive
Dependencies
Remove remaining
anomalies resulting from
multiple candidate keys

Fourth normal
Form (4NF)
Fifth normal
form (5NF)
33

Further Normalization
• Boyce-Codd Normal form (BCNF)
– Slight difference with 3NF
– To be in 3NF but not in BNF, needs two composite
candidate keys, with one attribute of one key depending
on one attribute of the other
– Not very common J
– If a table contains only one candidate key, the 3NF and the
BCNF are equivalent.

• Fourth Normal Form (4NF)
– To break it, need to have multivalued dependencies, a
generalization of functional dependencies

• Usually, if you’re in 3NF you’re in BCNF, 4NF, …
34
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BCNF Example
• Assume that
– For each subject, each student is taught by one Instructor
– Each Instructor teaches only one subject
– Each subject is taught by several Instructors
Course, Student à Instructor
Course
CS 121
CS 121
CS 121
CS 121
Course
CS 141
CS 141
CS 141
CS 141
CS 141

Instructor
Dr. T. Watson
Dr. T. Watson
Dr. T. Watson
Dr. P. Hold
Dr. P. Hold

Student
Linda Lee
Judith San
Bill Jones
Bill Payne
A. White

Instructor
Dr. A. James
Dr. A. James
Dr. A. James
Dr. A. James

Student
Bill Payne
Tony Perez
James Atkinson
Linda Lee
Course

Instructor à Course

Instructor
CS 101 Dr. M. Jones
CS 101 Dr. M. Jones
CS 101 Dr. M. Jones

Student
Linda Lee
Tony Perez
Bill Payne

BCNF: Decompose into (Instructor, Course) and (Student, Instructor)

35

BCNF
• Boyce-Codd normal form (BCNF)
A relation is in BCNF, if and only if, every
determinant is a candidate key.
• The difference between 3NF and BCNF is that for
a functional dependency A à B, 3NF allows this
dependency in a relation if B is a primary-key
attribute and A is not a candidate key,
whereas BCNF insists that for this dependency to
remain in a relation, A must be a candidate key.
36
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Figure: 4-22 Steps in Normalization
Table with Multivalued
attributes

Remove Multivalued
Attributes

First normal
form (1NF)

Remove Partial
Dependencies

Second normal
form(2NF)

Remove …

Third normal
form (3NF)

Remove remaining
anomalies resulting from
multiple candidate keys

Boyce-Codd normal
form (BC-NF)

Remove Multivalued
Dependencies

Fourth normal
Form (4NF)
Fifth normal
form (5NF)

37

4NF
• A multi-valued dependency exists when
– There are at least 3 attributes A, B, C in a relation and
– For each value of A there is a well defined set of values
for B, and a well defined set of values for C,
– But the set of values for B is independent on the set of
values for C

• 4NF = 3NF with no multi-valued dependency

38
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4NF Example
• Assume that
– Each subject is taught by many Instructors
– The same books are used in many subjects
– Each Instructor uses a different book
Course, Instructor à Text
Course, Text à Instructor
Course

Instructor
CS 121 Dr. A. James
CS 121 Dr. P. Hold

Text
Int to Com Science
Comp Scien Int

Course

Instructor
CS 141 Dr. T. Watson
CS 141 Dr. P. Hold
CS 101 Dr. M. Jones

Text
Int to Com Science
Comp Scien Int
COMP SCIEN

4NF: Decompose into (Course, Instructor) and (Course, Text)
39

Textbook Example

40
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The Normalization Example in the Text Book
Figure 4-24 INVOICE (Pine Valley Furniture Company)

41

Figure 4-25 INVOICE Data
Table with multivalued attributes, not in 1st normal form

Note: this is NOT a relation. WHY?
42
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Figure 4-26 INVOICE relation (1NF)
Table with no multivalued attributes and unique rows

Note: this is relation, but not a well-structured one. WHY?

43

Anomalies in this Table
• Insertion–if new product is ordered for order 1007 of
existing customer, customer data must be re-entered,
causing duplication
• Deletion–if we delete the Dining Table from Order
1006, we lose information concerning this item's finish
and price
• Update–changing the price of product ID 4 requires
update in several records
44
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Figure 4-27 Functional dependency diagram for INVOICE

Order_ID è Order_Date, Customer_ID, Customer_Name, Customer_Address
Customer_ID è Customer_Name, Customer_Address
Product_ID è Product_Description, Product_Finish, Unit_Price
Order_ID, Product_ID è Order_Quantity

Therefore, NOT in 2nd Normal Form

45

Figure 4-28 Partial Dependencies were Removed (2NF)

2NF

Partial dependencies are removed, but
there are still transitive dependencies
46
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Figure 4-29 Transitive Dependencies were Removed (3NF)
Two Relations
Remain

Getting it into
Third Normal
Form

3NF

47

You Try …

1.
2.
3.
4.
5.

Convert to 1NF Relation
Draw dependency diagram showing all functional dependencies
Identify anomalies
Convert to 3NF Relations
Develop EER Diagram with appropriate cardinalities
48
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Logical Database Design
You have just learned
and completed one of
the most important
concepts and theories,
integrity constraints
and normalization,
for developing a
quality of database.
50
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After learning one of most important
database concepts and theories...
WHAT’S NEXT ?

51

Steps of Database Development

User view-1

User interview &
Integrated Model

User view-2

User view-3

…
…

User view-N

…
Conceptual Schema (Model)
Logical Model
(ERD or E/ERD)

(Six) Relations Transformation
NORMALIZATION (up to 3NF)

(more relations
produced)
(more tables
created)

IMPLEMENTATION
52
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SQL QUERIES
CS121: Relational Databases
Fall 2018 – Lecture 5

SQL Queries
2

¨
¨

SQL queries use the SELECT statement
General form is:
SELECT A1, A2, ...
FROM r1, r2, ...
WHERE P;
¤ ri are the relations (tables)
¤ Ai are attributes (columns)
¤ P is the selection predicate

¨

Equivalent to: PA1, A2, …(sP(r1 ´ r2 ´ …))

Ordered Results
3

¨
¨

SQL query results can be ordered by particular
attributes
Two main categories of query results:
¤

“Not ordered by anything”
n

¤

“Ordered by attributes A1, A2, …”
n
n
n
n

¨

Tuples can appear in any order
Tuples are sorted by specified attributes
Results are sorted by A1 first
Within each value of A1, results are sorted by A2
etc.

Specify an ORDER BY clause at end of SELECT
statement

Ordered Results (2)
4

¨

Find bank accounts with a balance under $700:
SELECT account_number, balance
FROM account
WHERE balance < 700;

¨

Order results in increasing
order of bank balance:
SELECT account_number, balance
FROM account
WHERE balance < 700
ORDER BY balance;
¤

Default order is ascending order

+----------------+---------+
| account_number | balance |
+----------------+---------+
| A-102
| 400.00 |
| A-101
| 500.00 |
| A-444
| 625.00 |
| A-305
| 350.00 |
+----------------+---------+

+----------------+---------+
| account_number | balance |
+----------------+---------+
| A-305
| 350.00 |
| A-102
| 400.00 |
| A-101
| 500.00 |
| A-444
| 625.00 |
+----------------+---------+

Ordered Results (3)
5

¨

Say ASC or DESC after attribute name to specify order
¤

¨

ASC is redundant, but can improve readability in some cases

Can list multiple attributes, each with its own order
“Retrieve a list of all bank branch details, ordered by branch city, with
each city’s branches listed in reverse order of holdings.”
SELECT * FROM branch
ORDER BY branch_city ASC, assets DESC;
+-------------+-------------+------------+
| branch_name | branch_city | assets
|
+-------------+-------------+------------+
| Pownal
| Bennington | 400000.00 |
| Brighton
| Brooklyn
| 7000000.00 |
| Downtown
| Brooklyn
| 900000.00 |
| Round Hill | Horseneck
| 8000000.00 |
| Perryridge | Horseneck
| 1700000.00 |
| Mianus
| Horseneck
| 400200.00 |
| Redwood
| Palo Alto
| 2100000.00 |
| ...
| ...
|
... |

Aggregate Functions in SQL
6

¨

¨

SQL provides grouping and aggregate operations,
just like relational algebra
Aggregate functions:
SUM
AVG
COUNT
MIN
MAX

¨

sums the values in the collection
computes average of values in the collection
counts number of elements in the collection
returns minimum value in the collection
returns maximum value in the collection

SUM and AVG require numeric inputs (obvious)

Aggregate Examples
7

¨

Find average balance of accounts at Perryridge
branch
SELECT AVG(balance) FROM account
WHERE branch_name = 'Perryridge';
+--------------+
| AVG(balance) |
+--------------+
|
650.000000 |
+--------------+

¨

Find maximum amount of any loan in the bank
SELECT MAX(amount) AS max_amt FROM loan;
+---------+
¤ Can name computed values, like usual
| max_amt |
+---------+
| 7500.00 |
+---------+

Aggregate Examples (2)
8

¨

This query produces an error:
SELECT branch_name,
MAX(amount) AS max_amt
FROM loan;

¨

Aggregate functions compute a single value from a
multiset of inputs
¤

¨

Doesn’t make sense to combine individual attributes and
aggregate functions like this

This does work:
SELECT MIN(amount) AS min_amt,
MAX(amount) AS max_amt
+---------+---------+
FROM loan;
| min_amt | max_amt |
+---------+---------+
| 500.00 | 7500.00 |
+---------+---------+

Eliminating Duplicates
9

¨

Sometimes need to eliminate duplicates in SQL
queries
¤

¨

Can use DISTINCT keyword to eliminate duplicates

Example:
“Find the number of branches that currently have loans.”
SELECT COUNT(branch_name) FROM loan;

Doesn’t work, because branches may have multiple loans
¤ Instead, do this:
¤

SELECT COUNT(DISTINCT branch_name) FROM loan;
¤

Duplicates are eliminated from input multiset before
aggregate function is applied

Computing Counts
10

¨

Can count individual attribute values
COUNT(branch_name)
COUNT(DISTINCT branch_name)

¨

Can also count the total number of tuples
COUNT(*)
¤ If used with grouping, counts total number of tuples in each group
¤ If used without grouping, counts total number of tuples

¨

Counting a specific attribute is useful when:
¤
¤

Need to count (possibly distinct) values of a particular attribute
Cases where some values in input multiset may be NULL
n

As before, COUNT ignores NULL values (more on this next week)

Grouping and Aggregates
11

¨

Can also perform grouping on a relation before
computing aggregates
¤

¨

Specify a GROUP BY A1,A2,... clause at end of query

Example:
“Find the average loan amount for each branch.”
SELECT branch_name, AVG(amount) AS avg_amt
FROM loan GROUP BY branch_name;

First, tuples in loan are
grouped by branch_name
¤ Then, aggregate functions
are applied to each group
¤

+-------------+-------------+
| branch_name | avg_amt
|
+-------------+-------------+
| Central
| 570.000000 |
| Downtown
| 1250.000000 |
| Mianus
| 500.000000 |
| North Town | 7500.000000 |
| Perryridge | 1400.000000 |
| Redwood
| 2000.000000 |
| Round Hill | 900.000000 |
+-------------+-------------+

Grouping and Aggregates (2)
12

¨

Can group on multiple attributes
¤

¨

Each group has unique values for the entire set of grouping
attributes

Example:
“How many accounts does each customer have at each branch?”
¤ Group by both customer name and branch name
¤ Compute count of tuples in each group
¤ Can write the SQL statement yourself, and try it out

Grouping and Aggregates (3)
13

¨

¨

Note the difference between relational algebra
notation and SQL syntax
Relational algebra syntax:
G1, G2, …, GnGF1(A1), F2(A2), …, Fm(Am)(E)

¤
¨

Grouping attributes only appear on left of G

SQL syntax:
SELECT G1,G2,..., F1(A1),F2(A2),...
FROM r1,r2,... WHERE P
GROUP BY G1,G2,...
¤ Frequently, grouping attributes are specified in both the
SELECT clause and GROUP BY clause

Grouping and Aggregates (4)
14

¨

SQL doesn’t require that you specify the grouping
attributes in the SELECT clause
Only requirement is that the grouping attributes are
specified in the GROUP BY clause
¤ e.g. if you only want the aggregated results, could do this:
¤

SELECT F1(A1),F2(A2),...
FROM r1,r2,... WHERE P
GROUP BY G1,G2,...
¨

Also, can use expressions for grouping and aggregates
¤

Example (very uncommon, but also valid):
SELECT MIN(a + b) – MAX(c)
FROM t GROUP BY d * e;

Filtering Tuples
15

¨

The WHERE clause is applied before any grouping
occurs
SELECT G1,G2,..., F1(A1),F2(A2),...
FROM r1,r2,... WHERE P
GROUP BY G1,G2,...
¤ Translates into relational algebra expression:
P…( G1, G2, …GF1(A1), F2(A2), … (sP(r1 ´ r2 ´ …)))
¤

A WHERE clause constrains the set of tuples that
grouping and aggregation are applied to

Filtering Results
16

¨

To apply filtering to the results of grouping and
aggregation, use a HAVING clause
Exactly like WHERE clause, except applied after
grouping and aggregation
SELECT G1,G2,..., F1(A1),F2(A2),...
FROM r1,r2,... WHERE PW
GROUP BY G1,G2,...
HAVING PH
¤ Translates into:
¤

P…(sPH (G1, G2, …GF1(A1), F2(A2), … (sPW(r1 ´ r2 ´ …))))

The HAVING Clause
17

¨

The HAVING clause can use aggregate functions in its
predicate
It’s applied after grouping/aggregation, so those values
are available
¤ The WHERE clause cannot do this, of course
¤

¨

Example:
“Find all customers with more than one loan.”
SELECT customer_name, COUNT(*) AS num_loans
FROM borrower GROUP BY customer_name
HAVING COUNT(*) > 1;
+---------------+-----------+
| customer_name | num_loans |
+---------------+-----------+
| Smith
|
3 |
+---------------+-----------+

Nested Subqueries
18

¨

SQL provides broad support for nested subqueries
A SQL query is a “select-from-where” expression
¤ Nested subqueries are “select-from-where” expressions
embedded within another query
¤

¨

Can embed queries in WHERE clauses
¤

¨

Can embed queries in FROM clauses
¤

¨

Sophisticated selection tests
Issuing a query against a derived relation

Can even embed queries in SELECT clauses!
Appeared in SQL:2003 standard; many DBs support this
¤ Makes many queries easier to write, but can be slow too
¤

Kinds of Subqueries
19

¨

Some subqueries produce only a single result
SELECT MAX(assets) FROM branch;

Called a scalar subquery
¤ Still a relation, just with one attribute and one tuple
¤

¨

Most subqueries produce a relation containing
multiple tuples
¤

Nested queries often produce relation with single attribute
n

¤

Very common for subqueries in WHERE clause

Nested queries can also produce multiple-attribute relation
n
n

Very common for subqueries in FROM clause
Can also be used in the WHERE clause in some cases

Subqueries in WHERE Clause
20

¨

Widely used:
Direct comparison with scalar-subquery results
¤ Set-membership tests: IN, NOT IN
¤ Empty-set tests: EXISTS, NOT EXISTS
¤

¨

Less frequently used:
Set-comparison tests: ANY, SOME, ALL
¤ Uniqueness tests: UNIQUE, NOT UNIQUE
¤

¨

(Can also use these in the HAVING clause)

Comparison with Subquery Result
21

¨

¨

Can use scalar subqueries in WHERE clause
comparisons
Example:
Want to find the name of the branch with the smallest
number of assets.
¤ Can easily find the smallest number of assets:
¤

SELECT MIN(assets) FROM branch;
¤

This is a scalar subquery; can use it in WHERE clause:
SELECT branch_name FROM branch
WHERE assets = (SELECT MIN(assets) FROM branch);
+-------------+
| branch_name |
+-------------+
| Pownal
|
+-------------+

Set Membership Tests
22

¨
¨

Can use IN (...) and NOT IN (...) for set
membership tests
Example:
¤
¤
¤

Find customers with both an account and a loan.
Before, did this with a INTERSECT operation
Can also use a set-membership test:
“Select all customer names from depositor relation, that also
appear somewhere in borrower relation.”
SELECT DISTINCT customer_name FROM depositor
WHERE customer_name IN (
SELECT customer_name FROM borrower)

¤

DISTINCT necessary because a customer might appear
multiple times in depositor

Set Membership Tests (2)
23

¨

¨

IN (...) and NOT IN (...) support subqueries
that return multiple columns (!!!)
Example: “Find the ID of the largest loan at each
branch, including the branch name and the amount of
the loan.”
¤

First, need to find the largest loan at each branch
SELECT branch_name, MAX(amount)
FROM loan GROUP BY branch_name

¤

Use this result to identify the rest of the loan details
SELECT * FROM loan
WHERE (branch_name, amount) IN (
SELECT branch_name, MAX(amount)
FROM loan GROUP BY branch_name);

Empty-Set Tests
24

¨

Can test whether or not a subquery generates any
results at all
n
n

¨

EXISTS (...)
NOT EXISTS (...)

Example:
“Find customers with an account but not a loan.”
SELECT DISTINCT customer_name FROM depositor d
WHERE NOT EXISTS (
SELECT * FROM borrower b
WHERE b.customer_name = d.customer_name);
¤

Result includes every customer that appears in depositor
table, that doesn’t also appear in the borrower table.

Empty-Set Tests (2)
25

“Find customers with an account but not a loan.”
SELECT DISTINCT customer_name FROM depositor d
WHERE NOT EXISTS (
SELECT * FROM borrower b
WHERE b.customer_name = d.customer_name);
¤

¨
¨

Inner query refers to an attribute in outer query’s relation

In general, nested subqueries can refer to enclosing
queries’ relations.
However, enclosing queries cannot refer to the nested
queries’ relations.

Correlated Subqueries
26

“Find customers with an account but not a loan.”
SELECT DISTINCT customer_name FROM depositor d
WHERE NOT EXISTS (
SELECT * FROM borrower b
WHERE b.customer_name = d.customer_name);
¨

When a nested query refers to an enclosing query’s
attributes, it is a correlated subquery
The inner query must be evaluated once for each tuple
considered by the enclosing query
¤ Generally to be avoided! Very slow.
¤

Correlated Subqueries (2)
27

¨

¨

¨
¨

Many correlated subqueries can be restated using a join
or a Cartesian product
¤

Often the join operation will be much faster

¤

More advanced DBMSes will automatically decorrelate such
queries, but some can’t…

Certain conditions, e.g. EXISTS/NOT EXISTS,
usually indicate presence of a correlated subquery
If it’s easy to decorrelate the subquery, do that! J
If not, test the query for its performance.
If the database can decorrelate it, you’re done!
¤ If the database can’t decorrelate it, may need to come up
with an alternate formulation.
¤

Set Comparison Tests
28

¨

Can compare a value to a set of values
¤

¨

Is a value larger/smaller/etc. than some value in the
set?

Example:
“Find all branches with assets greater than at least one
branch in Brooklyn.”
SELECT branch_name FROM branch
WHERE assets > SOME (
SELECT assets FROM branch
WHERE branch_name='Brooklyn');

Set Comparison Tests (2)
29

¨

General form of test:
attr compare_op SOME ( subquery )
¤

Can use any comparison operation
= SOME is same as IN

¤
¨

ANY is a synonym for SOME

Can also compare a value with all values in a set
¤

Use ALL instead of SOME
<> ALL is same as NOT IN

Set Comparison Tests (3)
30

¨

Example:
“Find branches with assets greater than all branches in
Brooklyn.”
SELECT branch_name FROM branch
WHERE assets > ALL (
SELECT assets FROM branch
WHERE branch_name='Brooklyn');
¤

Could also write this with a scalar subquery
SELECT branch_name FROM branch
WHERE assets >
(SELECT MAX(assets) FROM branch
WHERE branch_name='Brooklyn');

Uniqueness Tests
31

¨

Can test whether a nested query generates any
duplicate tuples
UNIQUE (...)
¤ NOT UNIQUE (...)
¤

¨

Not widely implemented
¤

¨

Expensive operation!

Can emulate in a number of ways
¤

GROUP BY ... HAVING COUNT(*) = 1 or
GROUP BY ... HAVING COUNT(*) > 1 is one
approach

Subqueries in FROM Clause
32

¨
¨

Often need to compute a result in multiple steps
Can query against a subquery’s results
¤

¨

Called a derived relation

A trivial example:
¤

A HAVING clause can be implemented as a nested
query in the FROM clause

HAVING vs. Nested Query
33

“Find all cities with more than two customers living in the city.”
SELECT customer_city, COUNT(*) AS num_customers
FROM customer GROUP BY customer_city
HAVING COUNT(*) > 2;
¨

Or, can write:
SELECT customer_city, num_customers
FROM (SELECT customer_city, COUNT(*)
FROM customer GROUP BY customer_city)
AS counts (customer_city, num_customers)
WHERE num_customers > 2;
¤ Grouping and aggregation is computed by inner query
¤ Outer query selects desired results generated by inner query

Derived Relation Syntax
34

¨

Subquery in FROM clause must be given a name
¤

Many DBMSes also require attributes to be named
SELECT customer_city, num_customers
FROM (SELECT customer_city, COUNT(*)
FROM customer GROUP BY customer_city)
AS counts (customer_city, num_customers)
WHERE num_customers > 2;

Nested query is called counts, and specifies two
attributes
¤ Syntax varies from DBMS to DBMS…
¤

n

MySQL requires a name for derived relations, but doesn’t allow
attribute names to be specified.

Using Derived Relations
35

¨
¨

More typical is a query against aggregate values
Example:
“Find the largest total account balance of any branch.”
¤ Need to compute total account balance for each branch first.
SELECT branch_name, SUM(balance) AS total_bal
FROM account GROUP BY branch_name;
¤

Then we can easily find the answer:
SELECT MAX(total_bal) AS largest_total
FROM (SELECT branch_name,
SUM(balance) AS total_bal
FROM account GROUP BY branch_name)
AS totals (branch_name, tot_bal);

Aggregates of Aggregates
36

¨

Always take note when computing aggregates of
aggregates!
“Find the largest total account balance of any branch.”
¤

¨

Two nested aggregates: max of sums

A very common mistake:
SELECT branch_name, SUM(balance) AS tot_bal
FROM account GROUP BY branch_name
HAVING tot_bal = MAX(tot_bal)

A SELECT query can only perform one level of
aggregation
¤ Need a second SELECT to find the maximum total
¤ Unfortunately, MySQL accepts this and returns bogus result
¤

More Data Manipulation Operations
37

¨

¨
¨

SQL provides many other options for inserting,
updating, and deleting tuples
All commands support SELECT-style syntax
Can insert individual tuples into a table:
INSERT INTO table VALUES (1, 'foo', 50);

¨

Can also insert the result of a query into a table:
INSERT INTO table SELECT ...;
¤ Only constraint is that generated results must have a
compatible schema

Deleting Tuples
38

¨

SQL DELETE command can use a WHERE clause
DELETE FROM table;
¤ Deletes all rows in the table
DELETE FROM table WHERE ...;
¤ Only deletes rows that satisfy the conditions
¤ The WHERE clause can use anything that SELECT’s
WHERE clause supports
n

Nested queries, in particular!

Updating Tables
39

¨
¨

SQL also has an UPDATE command for modifying
existing tuples in a table
General form:
UPDATE table
SET attr1=val1, attr2=val2, ...
WHERE condition;
¤ Must specify the attributes to update
¤ Attributes being modified must appear in table being
updated (obvious)
¤ The WHERE clause is optional! If unspecified, all rows are
updated.
¤ WHERE condition can contain nested queries, etc.

Updating Tables (2)
40

¨

Values in UPDATE can be arithmetic expressions
¤

¨

Can refer to any attribute in table being updated

Example:
¤

Add 2% interest to all bank account balances with a
balance of $500 or less.
UPDATE account
SET balance = balance * 1.02
WHERE balance <= 500;

Next Time
42

¨
¨

NULL values in SQL
Additional SQL join operations
Natural join
¤ Outer joins
¤

¨

SQL views

